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1 Background

• The Kullback-Leibler distance is defined as I(f, g) = Ef log f(y)−Ef log gθ(y) between

the true density f of the distribution generating the data y and the approximating

model for fitting the data gθ = g(·|θ), for θ ∈ Θ. Smaller values I(f, g) correspond to a

better approximation of f by gθ and the minimum is obtained for some θ0 ∈ Θ. If the

true distribution f belongs to the fitted class of models G = {gθ, θ ∈ Θ} then gθ0 = f

and I(f, gθ0) = 0. In general, f may not be in G, and I(f, gθ) ≥ 0. In practice, θ is

estimated from the data y and I(f, gθ0) is approximated by I(f, gθ̂), where θ̂ = θ̂(y) is

usually the maximum likelihood estimator.

• The quality of the approximation of the true f by the class G is assessed, on average,

by the quantity

EfI(f, gθ̂) = Ef(y∗) log f(y∗)− Ef(y)Ef(y∗) log g{y∗|θ̂(y)}

where y∗ is independent of y. When we are comparing different classes of models, the

constant Ef(y∗) log f(y∗) can be ignored, and the relative fit of competing models can

be assessed using the Akaike information,

AI = −2Ef(y)Ef(y∗) log g{y∗|θ̂(y)}
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• The AIC is an estimator of AI, given by,

AIC = −2 log g{y|θ̂(y)}+ 2K

where K = d, the number of free parameters in the model G.

• When θ̂(y) is the maximum likelihood estimator and the approximating class of models

G includes f , AI = E(AIC)+o(1) as the sample size N →∞; that is AIC is unbiased

for AI to a first order of N .

• A second order approximation yields AI = E(AICc) + o(N−1), where AICc is same as

the expression of AIC, but with K given by Kc = N(N − d− 1)−1d.

2 Mixed-effects Model

• Consider a vector y of the data from m clusters, modeled by,

yi = Xiβ + Zibi + εi

with bi ∼ N(0, G), independently for each i, where i = 1, · · · , m is the cluster index,

yi is the vector of ni responses for cluster i, β is the p-vector of the fixed effects, bi is

the q-vector of the random effects for cluster i, Xi and Zi are the ni × p and ni × q

matrices of covariates for the fixed and random effects of full rank, εi ∼ N(0, σ2Ini
),

independently of bi, and G is q × q positive definite. Let N =
∑m

i=1 ni is the total

number of observations. Furthermore, let θ be the vector of parameters in the model,

including β, σ2 and the parameters in G.

• We can write the above model in the condensed form

y = Xβ + Zb + ε, b ∼ N(0, G0), (2.1)

where, X = (XT
1 , · · · , XT

m)T is N × p of rank p, Z = diag(Z1, · · · , Zm) is N × r block-

diagonal of rank r = mq, b = (bT
1 , · · · , bT

m)T , ε = (εT
1 , · · · , εT

m)T and G0 = diagm(G) is

block-diagonal with m blocks G on the diagonal.
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• Conditionally on b, the likelihood of the model is g(y|θ, b), and the marginal likelihood

is g(y|θ) =
∫

g(y|θ, b)p(b|G)db, where p(b|G) =
∏m

i=1 p(bi|G) is the distribution of the

random effects.

• In the mixed model the interest is either in the population parameters β, population

focus, or in the individual clusters, with the associated random effects bi, cluster focus.

For example, in a clinical trial testing the effect of a new treatment versus the standard-

of-care, the subjects are enrolled within hospitals, or clinical units, which determine

the clusters. in the population focus the interest is in the overall treatment effect, β

say, whereas in the cluster focus we want to know the treatment effect at hospital i,

β + bi, say, which may differ from hospital to hospital.

• In the population focus, the random effect bi is a device for modeling the correlation

of the responses within cluster i, and the model is equivalent to the linear model with

correlated errors,

yi = Xiβ + γi, γi = Zibi + εi ∼ N(0, ZiGZT
i + σ2Ini

)

The AIC in current use, which the authors call mAIC (marginal AIC), is appropriate

here.

• Whereas, in the cluster focus, the random effects bi are themselves of interest. In

this modern definition, bi are parameters to be estimated, tied by the distributional

property that bi ∼ p(·|G), independently for each i. This focus induces a different type

of prediction from the population focus, and this calls for a different AIC measure.

3 Conditional Akaike Information

• Prediction at the cluster level is conditional on the clusters, and the bi act as param-

eters. Therefore, the relevant likelihood is the conditional likelihood log g(y∗|θ̂(y), b̂),

where θ̂(y) is the maximum likelihood estimator and b̂ = E(b|θ̂, y) is the empirical

Bayes estimator.
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• Let us assume that the true distribution of y is f(y|u), and that u is the true random

effects vector, with distribution p(u). Also let us assume that f(y|u) = g(y|θ0, u), for

some θ0. The prediction dataset is y∗ such that y∗ and y are independent conditional

on u and from the same distribution f(·|u). In other words, y∗ and y share the same

random effects u, but differ in their error terms.

• The conditional Akaike information is defined to be,

cAI = −2Ef(y,u)Ef(y∗|u) log g{y∗|θ̂(y), b̂(y)}

=

∫
−2 log g{y∗|θ̂(y), b̂(y)}f(y∗|u)f(y, u)dy∗dydu

where f(y, u) = f(y|u)p(u) is the joint distribution of y and u.

4 Conditional Akaike Information Criterion

• cAIC is similar in form to AIC with two important distinctions: the model loglikeli-

hood is conditional on b̂, and the number of parameters is related to ρ, the ‘effective

degrees of freedom’. Briefly, ρ = tr(H1) where H1 is the hat matrix mapping the

observed data vector y into the fitted vector ŷ = Xβ̂ + Zb̂, that is ŷ = H1y.

4.1 Main results

Theorem 1: Assume that the data y have true density f(y|u) = g(y|θ0, u) for some θ0

and for some random effect u with distribution p(u). The data are modeled by (2.1),

with densities denoted by g(y|θ, b) and p(b). Assume that σ2 and G0 are known. Let

θ̂(y) and b̂(y) be the maximum likelihood estimator and the empirical Bayes estimator

for θ and b respectively. Then, an unbiased estimator of cAI is

cAIC = −2 log g{y|θ̂(y), b̂(y)}+ 2ρ
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Theorem 2: Under the set-up of Theorem 1, assume further that σ2 in unknown, but

that the scaled variance of b, D0 = σ−2G0 is known. Then, an unbiased estimator of

cAI is

cAIC = −2 log g{y|θ̂(y), b̂(y)}+ 2K

where K is given by

K = KMLE =
N(N − p− 1)

(N − p)(N − p− 2)
(ρ + 1) +

N(ρ + 1)

(N − p)(N − p− 2)

and p is the number of columns in X, the number of fixed effects.

• KMLE can be interpreted as a small sample correction.

• The properties of KMLE are summarized by the following result.

Proposition 1: (i) An alternative formula for KMLE is

KMLE =
N

N − p− 2

{
(ρ + 1)− ρ− p

N − p

}

(ii) ρ + 1 <
N(N − p− 1)

(N − p)(N − p− 2)
(ρ + 1) ≤ KMLE ≤ N

N − p− 2
(ρ + 1)

(iii) as N → ∞, KMLE/(ρ + 1) → 1.

4.2 Residual maximum likelihood estimation

In the previous section, we have assumed that θ̂ is the maximum likelihood estimator.

The bias corrected maximum likelihood estimator for σ2, σ̂2
R is often preferred to the

maximum likelihood estimator σ̂2 in the linear model or in the linear mixed model. In

each case, the two estimators of β are identical; as in Theorem 2, we assume that D0 is

known for the linear mixed model. Let θ̂R = (β̂, σ̂2
R) for either model. Then the simple

relationship σ̂2
R = {N/(N − p)}σ̂2 holds. Just as for maximum likelihood, the AI and
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cAI and their estimators AIC and cAIC for residual maximum likelihood estimators

are also defined by the expressions as defined in Section 1. However, the correction

term K is different.

Theorem 3: Under the conditions of Theorem 2, an unbiased estimator of the cAI

using the residual maximum likelihood estimator θ̂R is

cAIC = −2 log g{y|θ̂(y), b̂(y)}+ 2KR

where,

KR =
N − p− 1

N − p− 2
(ρ + 1) +

p + 1

N − p− 2

In other words, KR = {N/(N − p)}KMLE.

4.3 The case of unknown variance G0

We now turn to the case when D0, and therefore G0 = σ2D0 is unknown. Let, D =

σ−2G be the scaled variance of the random effects bi, that is D0 = diagm(D). The hat

matrix H1 depends on D : H1 = H1(D). If D is estimated by its maximum likelihood

estimator D̂, then ŷ = Ĥ1y, where Ĥ1 = H1(D̂). Accordingly we distinguish between

the observed ρ̂ = tr(Ĥ1) and true ρ = tr(H1), where H1 is computed at the true D.

• H1 is not a hat matrix, since it does not map y on to ŷ.

• The general case of unknown D is analytically complex: no unbiased estimator for cAI

exists and no simple correction for D seems to be available.
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